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Why do we need indexing?

- Without indices, every query would end up reading the entire
contents of every relation that it uses
- Without indices the insertion, deletion, and search are
time-expensive
Hence, additional data structures associated with the records are
used to implement indexing in order to improve efﬁciency

Types of Indices
Ordered indices

Hash indices

Based on a sorted ordering of
the values

Based on a uniform distribution of values
across a range of buckets. The bucket to
which a value is assigned is determined by a
function, called a hash function.

No technique is the best, each of them is best suited to particular database applications

Search Key

Search key - an attribute or set of attributes used to look up records in a ﬁle
-

Different from primary key, candidate key, and superkey
Table can have multiple search indices
- e.g. search for a book by author, by subject, or by title

Index Structure
Is used to gain fast random access to records in a ﬁle
Ordered index - stores the values of the search keys in sorted order and associates
with each search key the records that contain it

-

Clustering index is an index whose search key deﬁnes the order in which data is
physically stored in a table
Nonclustered index - index whose search key speciﬁes an order different from
the sequential order of the ﬁle

Clustered Index
Clustered index deﬁnes the order in which data is physically stored in a table.
-

There can be only one clustered index per table
- Can be created on more than one column, aka “composite index”
Primary key is an automatic clustered index

Custom Clustered Index
If you select all the
records from the student
table, they will be
retrieved in the following
order:

Non-Clustered Index
Non-clustered index doesn’t sort the physical data inside the table
-

-

Non-clustered index and table data are stored in different places
- e.g. a textbook
Inside the table the data will be sorted by a clustered index
Can create multiple non-clustered indexes on a single table
Require more storage
More time consuming than clustered indices due to an extra lookup step

When a query is issued against a column on which the index is created, the
database will ﬁrst go to the index and look for the address of the corresponding
row in the table. It will then go to that row address and fetch other column
values.

Non-Clustered Index

Dense vs Sparse Index
Index record or entry - consists of a
search-key value and pointers to one or
more records with that value as their
search-key value

Dense index - an index entry appears for
every search-key value in the ﬁle
Sparse index - an index entry appears for
only some of the search-key values

Dense Index
Dense index has an entry
for every search-key
(ﬁrst_name) in the table.
If we want to look up a
user with the ﬁrst name
"Rachelle," then we
perform a binary search on
the index and read the
location of the data.

Sparse Index
Each index entry contains a search-key value and a
pointer to the ﬁrst data record with that search-key
value.
To locate a record, we ﬁnd the
index entry with the largest
search-key value that is less
than or equal to the search-key
value for which we are looking
A sparse index requires ordered data;
otherwise, the scanning step would be
impossible

Index Update
-

Whenever a record is either inserted into or deleted from the ﬁle, every index
must be updated
Whenever a record is updated, any index whose search-key attribute is affected
by the update must also be updated

Record updates are modeled by deletion of the old record and insertion of the new
record.
-

Results in an index deletion followed by an index insertion
Only need to consider insertion and deletion

Insertion
1.
2.

System performs a lookup using the search-key value in the inserted record
Then:
For dense indices:
1.
2.

If the search-key value does not appear in the index, the system inserts an
index entry with the search-key value in the index at the appropriate
position.
Otherwise:
a. If the index entry stores pointers to all records with the same
search-key value, the system adds a pointer to the new record in
the index entry.
b. Otherwise, the index entry stores a pointer to only the ﬁrst record
with the search-key value. The system then places the record
being inserted after the other records with the same search-key
values

Insertion
1.
2.

System performs a lookup using the search-key value in the inserted record
Then:
For sparse indices:
We assume that the index stores an entry for each block.
-

If the system creates a new block, it inserts the ﬁrst search-key value
- If the new record has the least search-key value in its block, the system
updates the index entry pointing to the block;
- if not, the system makes no change to the index

Deletion (dense)
1.
2.

System ﬁrst looks up the record to be deleted
Then:
For dense indices:
1.
2.

If the deleted record was the only record with its particular search-key
value, then the system deletes the corresponding index entry from the index
Otherwise:
a. If the index entry stores pointers to all records with the same
search-key value, the system deletes the pointer to the deleted
record from the index entry
b. Otherwise, it means that the index entry stores a pointer to only
the ﬁrst record with the search-key value. If the deleted record was
the ﬁrst record with the search-key value, the system updates the
index entry to point to the next record

Deletion (sparse)
1.
2.

System ﬁrst looks up the record to be deleted
Then:
For sparse indices:
-

If the index does not contain an index entry with the search-key value of the
deleted record, nothing needs to be done to the index.
Otherwise:
- If the deleted record was the only record with its search key, the
system replaces the corresponding index record with an index
record for the next search-key value (in search-key order)
- If the next search-key value already has an index entry, the entry is
deleted instead of being replaced.
- If the index entry for the search-key value points to the record
being deleted, the system updates the index entry to point to the
next record with the same search-key value.
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